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Engineering simulation is an essential tool for design and analysis. Typically, its
emphasis is on achieving a high-fidelity representation of reality and hence,
the resources required in terms of time, money, skill, training and power

consumption, are not insignificant. However, over recent years, we have seen huge
advances in low-power computing hardware and intuitive user-interfaces (UIs) with
technology such as smartphones, tablets and virtual reality both available and
affordable to the everyday consumer. It has made me question whether there is a
place in engineering simulation for this technology and, if so, whether it can offer
some form of transformative power to allow simulation to be used in new and
exciting ways.



A Power Struggle
As exciting as smartphones and tablets are, with their
combination of touchscreens, cameras, connectivity and
innovative applications, their hardware is understandably
geared towards a delicate balance between performance
and power consumption. They simply don’t have the
compute capacity that desktops or workstations have, on
which we would normally run simulations. However, the
computational cost of simulation usually scales with
accuracy and so reduced-accuracy modelling, used in the
right way, may be a solution. Alternatively, we can “divide
and conquer” – why not give a small bit of the problem to
one device and then have a whole bunch of them
compute the solution. After all, why buy a new
workstation when we could have every smartphone and
tablet in the office share the calculation instead?
Engineers are potentially carrying around part of a
‘smartphone computer’ in their pocket, with the collective
power to easily rival a serious workstation [2].

Real-time, Interactive Simulation
My research examines the potential of low-power devices
for providing a new range of simulation tools for
engineering. In this article, we consider real-time,
interactive CFD using Graphics Processing Units (GPUs)
with in-situ visualisation and user-interaction via virtual
reality (VR). Time stepping is performed instantly and
run-time touch and mouse input allows manipulation of
the simulation configuration without the need to re-
initialise. With real-time, interactive simulation, a
parameter space can be explored quickly, results
analysed and communicated efficiently. Using simulation
in this way is an entirely different use-mode to what we
usually see. However, increasing the speed always comes
at a cost. In most cases, this price is paid in terms of a
reduction in accuracy. But lower accuracy doesn’t have to
mean it is any less useful.

Before proceeding, it is beneficial to give the term “real-
time” a strict definition in this context. Strictly speaking, a
real-time simulation ought to be one where the time we
are simulating takes the same amount of real-world time
to simulate. In other words, if we wish our simulation to
simulate 1s of physical behaviour, it should take 1s.
Clearly the ability to achieve this is going to depend on
the numerical method, the time step chosen for each
iteration (how much physical behaviour each time step
simulates), the implementation of the method, and the
computing hardware on which is it run.

However, not every application will require a simulation
that adheres to this strict definition. It may be beneficial
to have a simulation that steps through time at a rate
suitable for visualisation at 24 frames per second
regardless of how much physical behaviour is being
simulated at that rate. Given this, as a minimum we just

need a simulation where iterations (time steps) take at
most 1/24th of a second = 42ms. We term this the
“threshold of interactivity”. In other words, our simulation
is advancing such that an observer can see a smooth
“video-like” evolution of behaviour. Our target, therefore,
becomes “interactive” simulation.

Where Could we Use it?
Anyone who has played a video game will know that very
fast simulation, capable of representing a plausible
reality is essential for providing the gamer with a sense
of immersion in a virtual world. But outside the field of
entertainment, there are some more serious applications
where instantaneous simulation of a physical problem
might be beneficial. At the University of Manchester, we
use GPU-powered, real-time, interactive flow simulation
tools on desktops, tablets, projectors and in VR as
teaching, communication and analysis tools. They provide
an intuitive means of simply communicating the invisible
to students and allows them the freedom to explore flow
around different shapes through touch input. Depth-
sensing cameras can be coupled to the applications to
acquire new geometry to put in the flow. This way, objects
can be refined both physically and digitally to design a
solution. However, there are many other conceivable
applications. What if the user were a machine? Accurate
modelling of air flow within hospital wards, operating
theatres, data centres could be used to inform real-time,
adaptive control, with simulation “filling in the blanks”
where sensors cannot detect physical information. If
simulation is run faster than real-time, we can perform
forecasting, with simulation results used to inform
artificially intelligent systems.

Realising an Interactive Simulation
Infrastructure
Of course, all these applications depend on a developed
infrastructure which offers all the capabilities they
require. At its heart, fast simulation can be provided by a
real-time compute engine which can process input and
provide output instantaneously. The hardware required
would not need to be fixed but could adapt depending on
the end-user requirements and simulation demands.
However, it is expected that parallel computing of some
form will be necessary to achieve the computational
performance required for interactive simulation. The
compute engine may be local, running on one or more
energy-efficient mobile devices, or may be built around a
traditional high-performance computing (HPC) system. It
must also be able to respond to steering activity, such as
a user adjusting the geometry or physical parameters
such as flow speed or structural stiffness at runtime, and
present data for real-time rendering. A possible system is
shown in Figure 1.



Realising Real-Time CFD: LBM & GPU
In addition to hardware, simulation software is a critical
part of realising an interactive simulation infrastructure.
Some methods are more amenable for implementation
on parallel computing architectures than others. Key
characteristics include data locality, access patterns and
computational intensity. In our work to date, we have
used the combination of GPUs and a numerical method
well-suited to parallel execution – the Lattice-Boltzmann
Method (LBM) [1] – to simulate fluid flow in 3D.

The LBM is remarkably simple in its formulation even
though it is capable of simulating even complex turbulent
flow given enough resolution, as can be seen from the
validation study results for a 3D channel flow at Reτ=180
(equivalent to Rec=3300) in Figure 2. GPUs are very
efficient at conducting arithmetically-simple, parallel
computations on highly-local data. They are less efficient
if data associated with a given thread is to be accessed by
other threads. In addition, global memory access on
GPUs is a relatively expensive operation and memory
bandwidth per thread is much more limited than on a

Figure 1: Interactive simulation infrastructure offering geometry acquisition, VR visualisation and a
range of computational resources including mobile devices adapted from [3].
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Figure 2: Comparison between 3D turbulent channel flow Reynold stress and stream-wise velocity
results from LBM (red line) and DNS results of Kim, Moin and Moser [4].
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CPU. Fortunately, the LBM can be performed using highly
local operations, using small amounts of data in a given
cell and its immediate neighbours only. To maximise GPU
performance, our implementation follows established
best practice. First, GPU threads in each workgroup
access GPU memory infrequently and efficiently. This is
achieved by:

    1 Restricting read/write operations to only those
which are essential for functionality;

    2 Taking care to structure data in GPU memory
such that arrays fit neatly into cache lines to
minimise the lines read per memory transaction;

    3 Refactoring code to ensure GPU threads in a
workgroup access the same cache line at the
same time if possible.

Furthermore, we minimise branch divergence by
ensuring threads in a workgroup are not working off
separate instructions due to diverse “if…elseif…else”
constructs with large bodies. This would slow down
execution due to serialisation of instructions in a
workgroup. Finally, as it takes a finite number of clock
cycles for values read from GPU memory to become
available, we hide this memory latency by performing
additional compute on cached data while data is being
fetched. 

A Virtual Wind Tunnel in VR
The virtual wind tunnel is a 3D video game, built using
the Unreal Engine 4 game engine. Game engines offer a
wide range of capabilities for developing and executing
3D games, with real-time graphics and built-in support

for human-interface devices such as controllers and VR
headsets. In our application, we use point cloud data of
real objects to produce a static mesh visualised in the
game world. Games are built in game engine editors
using a collection of software objects known as actors
which interact with each other when the game runs. We
use a custom actor implemented using the Unreal’s
domain-specific C++ to link our own GPU-LBM library to
the game, with simulation data passed from the library to
actor each frame. The game engine then uses its own
particle systems to visualise the physics data given to it
from our library. Other elements of the game engine are
used to provide an interactive user-interface with the
actor and our physics library, handling interactive inputs
in real time. Figures 3 and 4 show the view of a user
using the virtual wind tunnel game to investigate the flow
around a car at an angle to the oncoming flow.

Although only a prototype, the tool allows us to
demonstrate how interactive simulation might be used in
the not too distant future. Our research has proposed
solutions to many of the problems associated with
integrating all the hardware and software components
necessary for an interactive simulation tool. However,
managing the scalability of these solutions across the
infrastructure discussed earlier remains a key challenge.
In particular, the data transfer bottleneck between solver
and visualiser limits the throughput of the simulation.
This problem is only exacerbated as the resolution
increases due to the need to decrease the simulation
time step accordingly. Spreading the calculation across
multiple GPUs will increase throughput, and offset the
demand for more timesteps but at the expense of making
the data transfer bottleneck worse and there is plenty of
scope for alternative solutions.

Figure 3: Floating UI for user interaction. Figure 4: Coloured streak-lines injected into the flow
by the user through the VR motion controllers.



So, is there a Place for Interactive
Simulation?
Well I certainly think so. There are many applications,
some of which we haven’t even thought of, which can
benefit from fast simulation even if it involves sacrificing
some accuracy in order to achieve it. The key to using
interactive simulation for engineering, is to know how
much accuracy is “enough” rather than doggedly
pursuing the best we can get.

However, one thing this tool does teach us, is that
sometimes, real-time simulation is not really what you
want. Consider simulating a turbulent flow in real-time
where an observer wishes to monitor the size and
development of large coherent structures. The structures
of interest will have convected from view long before an
observer can interpret them in a real-time simulation. In
this scenario, only interactive speeds are necessary, and
accuracy needs to be sufficient to capture the structures
of interest.

But there is also a lower a limit as to how slow evolution
can be before simply waiting for these structures to
convect exceeds the patience of a user. We therefore
close by refining our initial interactive target with a
minimum rate at which flow need to be displayed to the
user in order to satisfy their application requirements.

In conclusion, the realisation of real-time simulation is
coming. For some applications it is already here. As
engineers we need to keep our minds open to the
possibilities offered by emerging hardware and new
numerical methods. The proliferation of real-time
simulation is going to be an interdisciplinary pursuit
between computer scientists, engineers and others, and I
look forward to exciting times ahead. r
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